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Abstract
In this deliverable, we identify the challenges in providing performance dependability guarantees in future computing systems, due to technological trends, physical phenomena, micro architectural features, and
operating system traits. These include: (i) a slowdown of voltage scaling and frequency, (ii) fixed power envelope, (iii) soft-errors, (iv) a shift to probabilistic design and less reliable silicon primitives due to static and
dynamic variations, (v) sharing of resources among concurrently executing threads, and (vi) performancedependability-agnostic system management.
We elucidate the manifestations of these trends and phenomena into specific challenges for scalable performance dependability, such as (i) various types of safety margins and overheads during the design and
operation, which limit performance benefits from area scaling, (ii) performance non-determinism (in terms of
both timing and energy), (iii) accelerated wear-out and shorter lifetime, (iv) vulnerability to transient-errors,
and (v) compromise of functional correctness, but also parametric reliability (such as exceeding the leakage
energy limits).
We aggregate technology forecasts (e.g., from ITRS) for various trends, rates and distributions, such as the
scaling of various safety margins with smaller feature size, models proposed in the literature to capture the behavior of various physical phenomena (e.g., rate of device degradation as a function of time and temperature),
and run-time micro-architectural and operating system behavior. These predictions and models will serve as
the foundations for deciding and designing the type of monitors and knobs that are essential to the HARPA
engine to guarantee performance dependability.
We perform a comprehensive investigation of the state-of-the-art in monitors and knobs found in real products and in the research literature. Monitors enable the observation of physical, micro-architectural, and
operating system phenomena that can hinder performance dependability. Examples of various types of monitors proposed or current in production are: performance counters, timing-violation detectors, wear-out detectors, temperature sensors, identification of the memory-address range of specific application data, and
error-detection circuits. On the other hand, knobs enable the direct or indirect control of various phenomena that influence the delivery of performance dependability guarantees. Memory error-correction codes and
controlling the voltage and frequency are classic examples of knobs.
A vast amount of monitors and knobs already exist, or have been proposed in the literature. In order
to provide meaningful information, we categorize the various techniques into three fundamental dimensions.
Thus, we assign each monitor and knob into one of these three categories: (i) error recovery techniques
(which are further broken down into transient faults, permanent faults, and time-dependent variations), (ii)
power management, and (iii) performance management. We also try – wherever possible – to label each of
these techniques based on (a) the market segment being targeted (e.g., HPC/embedded), (b) the layer in the
compute stack they are applied to (e.g., circuit, micro-architecture, software/OS, etc), (c) whether it is an
academic/research concept, or whether it is already implemented in real products, (d) whether the mechanism
is pro-active or re-active, and (e) whether the target is parametric, or time-dependent variations. In addition
to our detailed exploration, we also summarize all investigated techniques (based on the above categorization)
in the Appendix of this report.
Finally, we conclude this task by describing the motivation and the main goal of the HARPA project and we
propose the monitors and knobs that best suit the context of HARPA. Important characteristics of the monitors
and knobs we are seeking are (where applicable) interface, precision, granularity (in terms of area covered
and how many are needed/used), minimum sampling interval, response latency, lifetime, design and run-time
overheads, computing layer used, and dependence on environmental conditions. It is important to note that
these monitors and knobs may be applicable to the HPC domain, the embedded-system domain, or both.
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Part I

Technological Trends that Influence Delivery of
Performance Dependability
1

Introduction

Modern systems have grown to the scale where thousands of processors are employed and coordinated in order to accomplish complex tasks for a large amount of users. At the same time, application-specific embedded
systems have become ubiquitous in every-day life, and they constitute key components in devices ranging from
electrical appliances, to automotive/aerospace/industrial systems, to biomedical components. Unfortunately,
application requirements, as well as power constraints and performance guarantees, have become the primary
limiting factors in the development of both large-scale, high-performance systems and resource-constrained
embedded devices. Interestingly, however, the two seemingly divergent domains of High-Performance Computing (HPC) and embedded systems have both tackled these limiting factors within their own context and
environment. One of the objectives of the HARPA project is to try to cross-fertilize these two domains and
investigate solutions that can benefit both sectors. One of the main challenges towards such a development is
the growing susceptibility to time-dependent variations in silicon devices and wires. There is a consensus that
increasing guard-bands to battle variations is not scalable, due to the large worst-case cost impact for technology nodes around 10 nm. The role of HARPA is to bring together solutions that enable next-generation of
embedded and high-performance heterogeneous many-core processors to cost-effectively confront variations
and yet provide Dependable-Performance: correct functionality and timing guarantees throughout the nominal
lifetime of a system under thermal, power, and energy constraints. In order for this to be achieved, the behavior of the system has to be monitored. Moreover, the system has to be equipped with some knobs for it to be
adjustable.
The goal of this part is to first identify the trends that motivate the need for providing performance dependability guarantees in future computing systems, due to technological trends, physical phenomena, microarchitectural features, operating system and application traits. Then, we explore the manifestation of these
trends and phenomena to specific challenges for scalable performance dependability by aggregating technology forecasts for various trends, rates and distributions.

2

Terminology and metrics

This section defines commonly used terms and metrics that are used throughout this report. These terms
and metrics refer to all three aspects (reliability, performance and power) found in this deliverable. The terms
are also used in the categorization adopted to organize the research domain of monitors and knobs. This
categorization includes the layer in the computational stack, the market segment (HPC, embedded), whether a
technique is proactive or reactive and whether a technique is targeting parametric or time variations.
2.1

Faults, errors, and failures

Fault is an incorrect state of hardware or software resulting from physical defect, design flaw, or operator
error. Faults can be introduced during system design, during manufacturing, or they may occur during operation due to physical phenomena or operator error. An error is the manifestation of a fault. Failure is the
system-level effect of an error that is visible to the user. Giving an example, a fault can be a physical phenomenon that affects a transistor in the memory, an error can be a bit-flip in a memory value resulting from
the transistor fault, and failure can be the computation that uses this incorrect memory value and provides an
incorrect result to the user.

5

Near-Term 2013-2020
Reliability due to material, process, and structural changes, and
novel applications.

Long-Term 2021-2028
Reliability of novel devices, structures, and materials.

Summary of issues
TDDB, NBTI, PBTI, HCI, RTN in scaled and non-planar devices. Gate-tocontact breakdown. Increasing statistical variation of intrinsic failure mechanisms in scaled and non-planar devices. 3D interconnect reliability challenges.
Reduced reliability margins drive need for improved understanding of reliability at circuit-level. Reliability of embedded electronics in extreme or critical
environments (medical, automotive, grid, ...)
Summary of issues
Understand and control the failure mechanisms associated with new materials and structures for both transistors and interconnect. Shift to system-level
reliability perspective with unreliable devices. Muon-induced soft error rate.

Table 1: Short-term and long-term reliability challenges [8].
Technology
45nm
32nm
22nm
16nm
12nm

Inverter ζ
≈0
≈0
≈0
2.4e-58
1.2e-39

Latch ζ
≈0
1.8e-44
5.5e-18
5.4e-10
3.6e-07

SRAM ζ
6.1e-13
7.3e-09
1.3e-06
5.5e-05
2.6e-04

Table 2: Predicted failure probability (pfail) for different types of circuits at different technology nodes [154].
2.2

Fault duration

Depending on their duration, faults can be categorized into transient(soft), intermittent, and permanent(hard) faults. Transient faults occur randomly and are not an indication that the device is permanently
damaged. They can cause, for example, alteration in the values stored in memory causing the system to read
corrupted data. Intermittent faults have duration but are not permanent. They can occur and recur. Intermittent faults occur only under specific conditions (e.g., elevated temperature). Finally, permanent faults, or
hard faults, occur and remain in the system for ever. They can only be repaired by replacing the faulty device.
2.3

Sources of faults

To better understand faults, we will discuss their main sources, based on the categories described in Section 2.2. Transient faults [252, 151] can occur from various sources. The first source is cosmic radiation
[251]. More specifically, transient faults can occur from the high-energy particles that are produced when cosmic rays interact with the earth’s atmosphere. The second source of transient faults are alpha particles [144].
Alpha particles are produced by the natural decay of radioactive isotopes. Another source of transient faults
is electromagnetic interference and voltage droops. Transient faults are mainly a concern in memory cells and
latches, and less of a concern in combinational logic.
Permanent-fault sources can be divided into two categories. The first category is the physical wear-out.
Wear-out can occur from different sources [212], like electromigration [49, 135], stress migration, timedependent dielectric breakdown (TDDB) [148], thermal cycles, hot-carrier injection (HCI), and negative/positive bias temperature instability (NBTI/PBTI) [189]. There are several techniques that contribute to wear-out
avoidance, thus extending the lifetime of a system. The second category of the sources of permanent errors are
the fabrication defects and limitations in testing. Defects on the chips might appear during the manufacturing
process. These defects may be detected during the testing phase. In that case, the defected chip is discarded,
or configured, in order for it to remain functional (lower frequency). However, defects are not always detected.
This is due to the complexity of the chips and the extremely large test space that cannot be explored in full.
Consequently, some fabrication faults may only be discovered when chips are deployed in the field.
The sources of faults can also be divided in static and dynamic variations. Static variations [32, 37,
34, 22] appear due to parametric variations caused by imperfections during the manufacturing process. This
leads to devices with different physical and operational characteristics than their design specifications. The
6

Figure 1: Impact of NBTI on failure probability trends [154].
differences can be observed in the length, width, oxide thickness, and doping of a transistor. Parametric
variations can also make devices unreliable at low voltage, thus increasing the minimum voltage required for
reliable operation (Vccmin) [239]. This results in a limited amount of voltage scaling in the system. Thus,
reliability mechanisms have been proposed to allow voltage scaling to extend below Vccmin. On the other hand
though, operating below Vccmin increases failure rates. Another category of faults are distributed workloaddependent parametric transient errors due to degradation (aging) and noise (supply noise e.g.) [82, 180, 111,
183].
Dynamic variations [225, 36], or time-dependent variations, occur during operation and include voltage
droops, temperature variations, cross-coupling capacitance, multiple input switches, and path delay degradation due to aging.
2.4

Fault/error masking, fault avoidance, fault tolerance, error detection, error correction, and
failure rates

As described above, a fault can manifest as an error and an error can manifest as a failure. It is well
known though that not all faults manifest as errors and similarly not all errors manifest as failures. This is
referred to as fault and error masking. Error masking can, for example, happen in memory. A corrupted
value is overwritten so the error does not exist any more. Fault tolerance is the process of maintaining
functionality in the presence of faults. The most important aspects of fault tolerance are error detection and
error correction. Error detection and correction are two intertwined terms. When an error is detected, the
processor must take action to mask its effects from the software. This action can be dynamic correction or
self-repair (use spare components to replace the faulty one). Error detection and correction can be performed
at different granularities (memories, cores, circuit). On the other hand, fault avoidance strives to maintain
functionality by preventing the occurrence of faults.
2.5

Reactive and Proactive

To offer performance dependability guarantees in the presence of time-dependent variations and aging
throughout the lifetime of the system, we need to utilize both proactive and reactive techniques. Proactive techniques are used in the absence of hard failures, while reactive techniques are used in the presence of
hard failures.
2.6

Performance and fault tolerance metrics

A wide variety of metrics is used to express performance and fault tolerance aspects. These metrics are very
helpful for measuring, comparing and presenting the results and can be use as program inputs. One popular
7

Figure 2: Average number of failures for 22 systemsFigure 3: Number of failures per node for a system as
a function of node ID [190].
per year [190].
fault tolerance metric is the Failures in time (FIT) rate, which is defined as the number of failures in 109
hours. Mean time to failure (MTTF) is often a useful metric. It represents the mean time until a failure
occurs in a system. Mean time between failures (MTBF) is similar to MTTF, but takes into account the
Mean time to repair (MTTR), which refers to the time that the system is down for recovery reasons. The
relationship between mean time to failure and mean time between failures is:
M T BF = M T T F + M T T R.
The Availability of the system is the probability of a system operating correctly at a given time. This metric
is appropriate for many computing and cloud applications. The system’s availability can be measured in terms
of “nines” (i.e., number of nines to the right of the decimal point) with this equation:
Availability =

M T BF
M T BF +M T T R

Another important metric is the Architectural vulnerability factor (AVF) [152], which defines the probability that a fault will result in a failure to a programs output. The idea behind AVF is to classify microprocessor
state as either required for architecturally correct execution, or not. One other useful metric is the probability
of failure (pfail). This metric refers to the probability of devices in a chip to fail. For instance, what is the pfail
of cells in a cache array as a function of manufacturing and operating conditions.
Another metric used is the field return metric. This metric describes the number of units that are sold in
the market and are then returned to the manufacturer. This situation can happen either because the unit was
shipped defective or it broke down earlier than expected due to manufacturing reasons that were not detected
at the testing phase.
There is also a variety of metrics to measure performance. The performance metrics used to determine how
well a processor performs are: instructions per cycle (IPC), number of cache misses/number of instructions, program runtime, and transactions per minute. Additionally, quality of service (QoS) is another
metric that is used to show the degree to which an activity satisfies the customer, in terms of response time.
For example, QoS can be 90% of response time must be below 200 ms for a web-search application. Also,
Performance vulnerability factor (PVF) [94] is used to measure the performance degradation caused by
permanent faults.

3

Challenges for performance dependability

Specific challenges for scalable performance dependability are investigated in this report, such as (i) various
types of safety margins and overheads during the design and operation, which limit performance benefits from
area scaling, (ii) performance non-determinism in terms of both timing and energy, (iii) accelerated wear-out
and shorter lifetime, (iv) vulnerability to transient-errors, and (v) compromise of functional correctness (also
parametric reliability, such as exceeding the leakage energy limits).
8

Figure 4: DDR3 DRAM device fault rates
per month [210, 209].
Figure 5: SRAM transient and permanent faults in the a) L2 and
b) L3 caches of two currently deployed supercomputers (Cielo and
Jaguar) [210].

4

Technology Forecast

Continuous device miniaturization in silicon chips elevates power, performance, and reliability into prime
design constraints across all computing market segments. Due to this miniaturization, there is an increase in
both static and dynamic variations. This bleak technology forecast is reported in almost every roadmap. The
most recent ITRS report (2013) [8] indicates the short- and long-term reliability challenges in Table 1.
The ITRS report also suggests the use of monitors and knobs as a possible solution to the challenges that
occur from static and dynamic variations. A possible monitor would be to check for circuit parts that suffer
from performance degradation. Then, a possible knob could be the ability to change the biasing of the circuit
at runtime.
Furthermore, a recent report [154] shows projected “pfail” values for inverters, latches, and SRAM cells
due to random dopant fluctuations as a function of technology node. Table 2 shows that the “pfail” values of
all types of devices are increasing dramatically with scaling. It also indicates that not all types of devices are
equally vulnerable to soft errors. The trends for negative-bias temperature-instability (NBTI) are similar, as
shown in Figure 1.
The work in [190] shows that the average yearly failure rates vary widely across systems they studied,
ranging from 17 failures to an average of 1159 failures per year, as depicted in Figure 2. The average yearly
failure rate across the nodes of the system range from 5 to 325 failures, as shown in Figure 3. The same work
reports that memory was the single most common “low-level” root cause of failures for all systems. Similarly,
a study of DRAM [210, 209] and SRAM [210] faults in large high-performance computing systems (that also
examined the impact of aging on transient and permanent errors) has shown that there is a marked shift from
permanent to transient faults in the first two years of DRAM lifetime, as illustrated in Figure 4. Figure 5
shows that more than 98% of SRAM faults in two currently deployed supercomputers (the Cielo and Jaguar
supercomputers) are transient, in both the L2 and L3 caches.
We conclude this section by presenting the challenges in different market segments (datacenter, HPC, embedded), as seen in the most recent HiPEAC roadmaps [71, 72]. One of the main challenges is the power
efficiency. All computing systems (datacenters, HPC, and embedded systems) are power-constrained either by
battery capacity, energy cost, or cooling. Hence, it is very important for these systems to find more powerefficient solutions. One of the proposed solutions to maintain reasonable power limits is to be able to deactivate
a fraction of the chip. Furthermore, addressing energy efficiency is essential for providing increases in performance. Another important challenge highlighted in the HiPEAC roadmap is reliability. It is vital to move away
from the illusion of fault-free devices. Designers should come to the realization that systems are built out of
9

unreliable components. Consequently, reliability has to be addressed at all levels of the system, from devices
to architecture to operating system and software. For datacenters and HPC systems, redundancy and statistical
failure predictions are required. On the other hand, for embedded systems, new methodologies for proofing,
validating, and testing functionality are needed. HiPEAC roadmap also articulates the need of dependable timing and predictable performance for all the market segments [71, 72]. The dependable performance becomes
more relevant because of the increasing complexity and dynamism that is present in the application workloads.

5

Manifestation of faults in different market segments

Technology scaling trends lead toward smaller feature sizes and higher transistor densities. As a result of
this miniaturization, faults are becoming more frequent and they present the processor designer with both challenges and opportunities. One of these challenges is to provide reliable operation with little or no performance
degradation in the presence of faults.
Even though faults appear in all market segments, their manifestation differs. Likewise, the requirements
for each system may also vary. Due to this diversity, it is worth differentiating monitors and knobs based on
their market segment.
In this section, the implications of various faults to different market segments (datacenter, HPC, embedded)
are described.
A very important aspect in datacenters is the availability of the services that users rely on. It is crucial for
these services to be perpetually available. A failure to these systems can cause unavailability of a service at
any given time. A cause of faults to these systems is the loss, or corruption, of critical data. In many cases,
data corruption can pass unnoticed, due to fault- or error-masking. The faults can also be masked by a welldesigned fault-tolerant infrastructure. The infrastructure will effectively make the faults invisible outside of
the service provider. Failure to completely mask the fault can lead to QoS degradation.
In a similar vein, the HPC community also takes measures to cope with increasing failure rates. Nowadays,
a supercomputer is constructed with the goal of delivering greater performance with low power overhead.
Failures are typically expected in scenarios where two or more components work concurrently to achieve
higher performance. A failure at that point can cause performance degradation, because it will cause all the
components working in parallel to stop their job and restart from earlier safe states.
Finally, in the embedded systems domain, the key characteristic is that the overall setup operates under realtime computing constrains. A failure in those systems can cause a violation to the real-time deadlines. Also, a
failure in embedded systems can cause energy/performance overhead and, more importantly, cause undesired
safety issues.
The goal of this deliverable is to present a survey of monitors and knobs that target the implications of faults
in all pertinent market segments (datacenters, HPC, and embedded), and identify solutions that can be applicable to both the general-purpose high-performance domain and the application-specific embedded world.
The overall objective is to enable the cross-fertilization of approaches from both domains into a holistic and
all-encompassing attack on the variability issues affecting modern and future multi-/many-core systems.
The following Table can help the reader to locate monitors and knobs for various attributes considered in
this deliverable.
Sections
Reliability
Transient errors
Permanent errors
Time-Dependent Variations
Power Management
Performance
Real Products
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Part II

State-of-the-Art Monitors and Knobs
1

Introduction

Failures in computing systems have been the subject of many research studies in the past decade. The
problem is becoming more important as the reduction in feature sizes increases the probability of a fault, both
due to the manufacturing process, but also due to aging and soft errors. Furthermore, the issue of reliability is
closely intertwined with the issue of power. The slowdown in voltage scaling has marked the end of Dennard
scaling and has imposed even stricter power constraints in modern multi-/many-core systems. Elevated power
consumption puts further reliability strain on the various components. In general, it is important for a system
designer to consider the various factors that affect the reliability of an architecture and invent techniques to
mitigate the effects of failures and maintain performance guarantees.
In this chapter, we will visit a number of techniques targeting this problem and we will attempt to locate the
different monitors and knobs that are used by these techniques to detect the causes and alleviate the effects. The
rest of this chapter is organized in the following sections: Section 2 addresses reliability issues and is divided
into three subsections. The first Subsection, 2.1, discusses previous work on transient errors, the second
Subsection, 2.2, describes prior work on permanent faults and the third Subsection, 2.3, explains the causes of
faults caused due to wear-out and how they are handled. Section 3 visits work that deals with problems caused
by power (and, therefore, temperature issues), and finally Section 4 discusses work that considers performance
issues due to failures and how to regain the performance loss.
Each of the following Sections and Subsections in Section 2, is separated in two main parts. First, we
refer to the various techniques that attempt to monitor the systems and detect or predict failures. Secondly,
we present previous work that attempts to solve the problems caused due to failures, either for correctness
or for performance. The main goal of this chapter is to present to the reader the state-of-the-art in monitors
and knobs for reliability, by providing a summary of the recent work and attempting to label – wherever is
possible – each of these techniques based on: (a) the layer in the computational stack that they are applied, (b)
if they are targeting parametric or time variations (or both), (c) if they are reactive or proactive techniques, and
(d) if they are applicable to high-performance systems, embedded systems, or both. A table in the Appendix
summarizes all the techniques and categorizes them based on the above criteria.

2

Reliability

2.1

Transient errors

The lower voltage margins and higher process variation resulting from shrinking transistors increase the
probability of transient errors. This makes transistors more vulnerable to alpha particles and electrical noises,
and the errors can occur within any component of the system (Cache, Interconnect, DRAM, etc.). This section will visit various software and hardware techniques for detecting and managing transient errors. The
techniques target various components and operate within different layers within the system stack.
2.1.1

Monitors

Transient errors manifest themselves in different ways depending on the afflicted unit. A transient error can
simply lead to system downtime or result in incorrect output, thus making the monitoring for transient errors
a critical feature in modern systems. While monitoring, the system can perform both error detection and error
identification to correct them, if possible.
One of the most common techniques, especially in memory arrays, for transient error monitoring is data
redundancy. Data redundancy requires extra bits that encode values stored in the array. Some of the most
11

popular coding schemes are parity bit, error detection (EDC), and error correction codes (ECC) [93, 102]. An
odd or even parity bit is the simplest form of error detecting codes. EDC and ECC codes are more complicated
and are used both for detecting and correcting errors (their correction functionality will be discussed later).
These extra bits are usually checked on a read access of a memory array entry, where the detection logic
will indicate if the data in the entry is valid or if it contains any errors. Depending on the code strength and
the type of error, this can be either correctable or uncorrectable. Another approach [156] suggests to check
the memory array entries for errors on write accesses (Check on Write) just before the value is overwritten,
instead on read (Check on Read). This provides a significant energy reduction, because of much fewer writes
than reads, but also decreases the fault-coverage resulting from memory entries that are not overwritten and,
thus, could not be checked for an error but requires failure atomicity support.
To reduce the probability of errors propagating through the memory hierarchy, and causing an exception,
scrubbing can be used to detect additional errors. Scrubbing can be applied periodically (patrol scan), on demand (on error detection) [200], or during idle time [142], and it scans all the entries to prevent the occurrence
of uncorrectable errors. This technique is used for DRAM and Last Level Caches (LLC) but also for L1 data
caches, that detect but do not correct errors on the fly [119]. For non-critical applications, poison bits [237]
can be used to track unrecoverable errors causing an exception only on a user visible failure.
In a different approach, researchers attempt to detect transient errors by exploiting spatial redundancy instead of data redundancy. The idea relies on the comparison of the results of multiple, functionally identical
components executing the same task simultaneously. In the case of a non-unanimous result, the task can be
re-executed, or the most popular output can be considered as the correct one by a majority vote. This approach
is called N-Modular Redundancy [231], where N represents the number of components used. NMR can be
applied at different granularities of the system (a complete system, a memory, a core, or a functional unit)
and the most common forms of NMR are Dual Modular Redundancy (DMR) and Triple Modular Redundancy
(TMR) [243, 42, 74]. The DMR technique can be used for single-error detection, while the TMR form can also
be used for single error correction. It is obvious that the more instances we have, the more reliable the results
are, but also the cost increases both for the extra hardware and for the voting logic to decide the result. TMR
is usually used for critical applications and to assure the correctness of a primary fault-detection mechanism
in a system [114].
Another way to monitor errors in the circuit is by invariance checking. Most, if not all, of the components
of a computing system are defined by rules. For example, adding two positive numbers cannot lead to a
negative number. Such an invariance can be used to check the output of a component for illegal results and
indicate a violation in the functional correctness. Observing these cases throughout the system [171, 247] can
be a cost efficient solution, both in terms of hardware and latency. More specifically, interconnects can be
characterized by fixed-size packets and bound time-windows, which can be considered as user-imposed rules.
These characteristics enable the use of packet/flit counting and time-out counters for detecting dropped and
spurious packets/flits [87]. Flit counting could be used at the input ports, counting the number of flits in a
packet and expecting them to match a pre-defined packet size. Furthermore, packet counting could be used in
routers as a whole, counting packets inside a router, where there can never be a negative number of packets
and all packets should leave the router in a pre-defined time-window.
A network-level solution for interconnects could be to send a notification before sending the actual packet
to the destination, enabling the destination node to keep track of expected incoming traffic. This could be
done by utilizing a secondary checker network for sending a signature of a packet [12], or even a simple
notification [159] to the destination node where the actual packet is sent over the primary network. This way,
the destination nodes can verify packet integrity or keep count of pending packets.
Besides data and spatial redundancy, there is also a third category of schemes that exploits time redundancy.
The main idea of these techniques is to run two copies of the program and compare the results to ensure higher
fault coverage. For example in AR-SMT [182], there are two threads, the active and the redundant threads,
which execute the same instructions and compare their results. When the results are identical, instructions
are committed, else the redundant thread will provide the information for recovery. For detecting permanent
errors, the two threads are required to use different functional units [191]. Another related concept is that of
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idempotent tasks [147]. Idempotence ensures that a task which can be executed multiple times should always
have the same result as the first execution, and a fault is detected when the idempotent property is violated.
In the same vein, instruction re-execution can be used to detect errors. This technique can be implemented
either in the processor level, such as DIVA [24], whereby a checker is placed at the commit stage, or at the
compile time, such as SWIFT [178], where instructions are duplicated during compilation. In both cases, the
main idea is to check the instructions results by executing them twice and in case of a difference a possible
error is detected.
Finally, at higher levels of the compute stack, transient error detection can be achieved by monitoring
the symptoms [234], which are usually memory access violations, alignment exceptions, and branch missspeculations. Fault screening is an alternative way for symptom based detection and this can be achieved by
monitoring the unprotected structures (which do not contain any ECC or parity protection) for program’s state
internal inconsistencies compared with past behavior [174].
2.1.2

Knobs

Although some errors only require detection and re-execution, there are certain cases where recovering from
an error is crucial to continue normal operation. Some techniques exploit the same mechanisms both for
detection and for recovering from transient errors. For example, in memory arrays the data redundancy is used
both for monitoring but also for correcting faults. More specifically, in ECC codes, a 64/8 SECDED (single
error Correction Double Error Detection) Hamming [93] or Hsiao [102] code can be used detect double bit
errors and to correct single bit errors in a word. ECC and EDC codes are commonly used to correct errors in
memory arrays such as caches and DRAM.
Another technique for correcting cache errors is by extending caches with two-dimensional parity bits [122].
This approach contains an EDC along a cache row that detects the error and an ECC along the cache column
that corrects the error enabling more error correction coverage against higher cost. In addition, a new cache
[141] employs a parity bit to detect an error and two XOR registers to correct the error. The first register stores
the XOR of all the data written to the cache and the second register stores the XOR of all dirty data that are
removed from the cache, providing a fault recovery mechanism at a low cost.
Transient error correction in DRAMs is implemented slightly differently in memory DIMMs, to include
one or more extra devices to store the ECC code. The codes can be extended to double bit error correction
and triple bit error detection (DEC-TED) [137], for multiple error detection and correction [177], or even
for Single-Chip error correction and Double-Chip error detection (SCCDCD). SCCDCD codes, also called
“chip-kill,” are commonly used for DRAM protection on large-scale systems and the mechanism is mainly
implemented with three different schemes. The first scheme uses interleaving SECDED code words across
4 ranks, such that no more than 1 bit comes from a single DRAM chip [65], the second scheme employs
stronger error detection and correction codes to construct a 144-bit code across two ranks [1], and the third
scheme provides 128 data bits to an ECC word over two bursts across one rank [10].
Some other techniques have been proposed to provide chip-kill-level reliability with lower overheads. Virtualized ECC (VECC) [245] separates error detection and correction into two tiers. The first tier is responsible
of error detection and it consists of a simple error code for detection or light-weight correction. The second
tier –which is mapped to a different physical address and shares the same name space and storage devices as
the data – is responsible for data correction when an error is detected. The other approach that ensures also
chip-kill-level reliability is the LOT-ECC [224], which uses multiple-tiered checksum and parity fields.
Another direction of work targets the protection of addresses from transient errors. Schemes were proposed
to embed the address into the data by XORing them together [145], or by encoding it in the ECC codes [91].
The last technique is taking advantage of the fact that SEC-DED codes are shortened codes, which means
that the number of data bits to be protected is smaller than the maximum bits that can be protected, and thus
can be used to encode additional information. Although this might result in code weakening, the redundantencoding-of-attributes technique can be used to encode the same information in multiple code words in a cache
or memory [187] to recover part of the code strength.
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Even-though most of the techniques used for transient error correction operate before the manifestation of
an error, due to the criticality of the errors, techniques that react to this manifestation can also be applied for
certain applications. Check-pointing [158] is a technique used to recover from transient errors. During normal
operation, intermediate fault-free system states are stored, and once an error is detected, the system is notified
to roll-back to a safe checkpoint and restart its operation from there to prevent the usage of potentially corrupt
data [207]. In an interconnect, the check pointing could be done in each router separately [50] and a recovery
pointer could be kept at each input buffer pointing to where the operating header could roll-back to and reroute
lost packets. These pointers have to be kept until the corresponding packets have reached the next router.
In large-scale supercomputers, check-pointing can be both within a local scope, as described before, but
also within a global scope. For example, on a parallel execution on a set of n nodes, any component can fail
and therefore the program will be forced to recover from a global check-point. A major challenge to global
check-pointing is the scaling of the systems, due to the fact that a single failure requires the entire system to
roll back to a safe state. A solution to this problem could be to divide execution in intervals [165] and create
system checkpoints when an interval is verified. More specifically, each time a core reaches the end of an
interval, it creates a checkpoint and continues execution. This checkpoint is later committed upon receiving
a healthy status from all other cores. Otherwise, it stops operation and restarts from the last safe checkpoint.
Another problem faced with global checkpoints is synchronization. System synchronization could be achieved
by check-pointing at a finer-granularity (node check-pointing) in order to reduce the effects on the entire
system [92].
A important factor of the effectiveness of check-pointing techniques is the amount of overhead required to
keep the checkpoints and also the frequency and delay required to create them. There has been work [57, 246]
and mathematical models proposed [70], which consider the checkpoint effects and attempt to optimize checkpointing by fine tuning the check-pointing frequency to reduce the overhead for both local and global checkpoints. Check-pointing or buffer states are also used in conventional processors at various points in the pipeline
but processor that employ idempotency address the problem in a different way. Such processors, execute program binaries divided into idempotent regions and satisfy the idempotent property [61, 123]. When an error is
detected, during the execution of a region, this processor recovers by simply jumping back to the beginning of
the region. To guarantee successful recovery, the idempotent property ensures that the execution does not proceed beyond the end of the region until that region is verified to be free of errors. An important characteristic
of check-pointing and idempotent recovery is that they provide failure-atomicity. Failure atomicity describes
the property of having a sequence of operations to either all or none complete. When there is no completion the
state of the system remains unaffected. Map-reduce programming [63] and Transactional-memory [99, 240]
leverage failure atomicity.
2.2

Permanent errors

Reliable circuit manufacturing becomes harder as the feature size decreases and, although millions of dollars
are spent to improve yield with technology scaling, transistors are still prone to failures. Permanent faults may
appear during the manufacturing time, resulting in yield reduction, but also later in the circuit’s life, resulting
in performance degradation, or even complete failure of the component. In this section, we will discuss various
techniques addressing the need for reliable components. The first part of the section discusses techniques that
apply to the detection of permanent faults in both hardware and software. The second part of the section
focuses on different knobs that can help restore a system to a fully functional state after a permanent fault.
2.2.1

Monitors

A frequent approach for permanent fault detection is to duplicate hardware. Hardware duplication is applicable
at different granularities, based on the desired corresponding granularity of identification. For example, double
modular redundancy (DMR) can be used with two cores to verify each other’s execution [130, 15]. This is a
coarser-grain approach, where a fault is identified at the core-level. At a finer granularity, the detection can
be done within a single component; for example, a hardware monitor for array structures, like SRAS [35],
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where errors are monitored with the use of check rows. This gives the ability to diagnose exactly which row of
the array is faulty. Check rows identify the presence of a permanent fault upon a mismatch between the read
values of both normal and check rows.
In addition, for monitoring wiring and logic, the Built-in Self-Test (BIST) mechanism can be used. During
the test, the circuit is taken offline and a signature input, designed to exercise most of the circuit’s features,
is applied. Then, the output is compared with a signature output (the expected correct result) to verify the
circuit. The circuit under test can have an arbitrary size. For example, in interconnects it could be as small as
a single link [131, 230], or as big as a whole router [114]. Another important aspect of BIST is the interval
at which it is employed. Usually, the verification process is employed at fixed intervals but, in an attempt to
reduce power consumption and performance overheads, a trigger could be used to employ the checkers only
on specific events, e.g. when a fault is detected globally [68].
A similar detection mechanism to BIST, where the circuit is at the granularity of a module (e.g., a functional
unit), is the use of residue codes [157, 208]. Residue codes are used for detecting erroneous arithmetic operations. They are popular for their simplicity and their low implementation overhead. They can also provide
separability between the result of residue codes and the result of regular arithmetic operations. Incorrect results from defective functional units can also be detected by re-executing the same arithmetic operation using
shifted operands [163] on the same functional unit. An alternative way for detecting defective functional units
is the use of sub-checkers [244], which verify the correctness of functional units’ calculations.
In the interest of minimizing hardware complexity and overheads, monitors could also be implemented
in software. Comparison between static and dynamic analysis is an alternative option for detecting faults
by constructing flow graphs at compile time (statically) and during workload execution (dynamically) for
comparison. A mismatch between the two flow graphs is an indication that an error affected the execution.
Since control flow and data flow are not independent, by combining them the detection becomes stronger
[145].
Machine Check Architecture (MCA) is an interface between the processor and the OS used in real products.
This mechanism is used for detecting and reporting critical machine check exceptions and errors that are not
correctable [11, 2, 109]. The OS, using the MCA reports, examines the error and determines if it is contained
to an application, a thread, or an OS instance.
An additional monitoring tool at the OS level is the collection of ECC syndromes, given that ECC codes are
used in the underlying hardware. Specifically, decisions and actions taken during an error correction could be
used in extracting general conclusions, or detecting permanent-faults. One way this could be achieved is by
keeping a scoreboard with the positions and the frequency that an error occurred and check if any frequency
surpasses a set threshold. A possible implementation of the ECC syndromes could be to keep track of faults
on link wires [87, 192, 161] to check if one of these wires is no longer functional.
Lastly, defective hardware can also be detected at higher levels of the compute stack. Instead of monitoring
a system for faults, an alternative solution will be to watch for their implications, such as anomalous behavior
at the software level. Such anomalies can be fault traps (that are not thrown during normal operation), hangs
(by monitoring the frequency of branch instructions), high number of contiguous Operating System instruction
[134] and panics (kernel detection of unrecoverable errors that occur during execution) [96]. These monitoring
techniques imply negligible (or even no) changes in hardware, thus making them an attractive solution, but their
fault coverage is imperfect and their detection latency may be long.
2.2.2

Knobs

In contrast to transient errors, the permanent errors require faults to be repaired to prevent complete system
failure or performance degradation. The most natural approach to a permanent fault is to no longer use the
faulty component by, somehow, reconfiguring the system to ignore it.
A way of reducing permanent faults is by handling static process variations. An approach to safely achieve
this is by using cycle stealing techniques [220], where the time slack of faster stages is transferred to the slower
ones by skewing the clock arrival times to the latching elements of the pipeline stages. Another approach is
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to rely on a checker unit and trade-off error correction latencies with higher frequency (to gain performance),
assuming the worst-case paths are not utilized often [185]. An alternative solution is to use variable/adjustable
latency [136] for key microarchitecture units, while keeping a constant global frequency, or using different
voltage supplies for speeding up slow paths and slowing down fast ones.
Since modern microprocessors can support more than one thread in the same core and more than one core on
the same chip, researches have proposed to exploit intrinsic redundancy. Intrinsic redundancy can be achieved
at the pipeline stage granularity, where different cores can use pipeline stages of others if a fault occurs [181].
All pipeline stages can be shared across all cores, and any core can be cannibalized, enabling other cores to
occupy their fault-free pipeline stages. A similar approach can be applied at the thread level where threads
can avoid faulty components [196] to minimize the yield impact and sustain the core’s functionality. This
technique gives the illusion to the operating system that the underlying hardware is fully functional, while the
firmware manages the faulty components by using thread migration when necessary [170, 112].
Furthermore, faulty hardware avoidance can be applied to the interconnect, which is a critical component
in the so called “uncore” portion of a multi-/many-core microprocessor. Permanent faults within the on-chip
interconnect backbone are extremely critical, since they either lead to faulty links, or faulty nodes, followed
by a communication interruption. A trial-and-error approach, where the system iterates through several spare
components until no error is detected, can be used to locate alternative routes for rerouting [50].
Another, somewhat brute-force, approach would be to equip the interconnect with two-channel switches,
i.e two physical links between any two routers [115]. In a fault-free system, this feature provides the benefit
of a better QoS, but in the case of a failure, the secondary switch works as a spare and allows the node to
stay connected. Similar techniques can be employed at a finer granularity to include a crossbar bypass bus, a
flexible FIFO buffer design which can bypass faulty positions, and an input port-swapping technique that is
used to maximize the functional bidirectional links by changing the mapping of input units to ports [165].
In an effort to minimize hardware overheads, a “partially faulty link” can still be used to transfer data in
a truncated form in multiple cycles [3] [230]. Taking advantage of the fact that links, throughout a system,
consist of many wires and it is highly unlikely for a fault to affect all of them at the same time, the “partially
faulty link” can remain active and the remaining functional wires could be used for sending information. The
network availability can be increased even further by providing spare wires in every link at design-time, which
is cheaper than a secondary network, and swapping them with the faulty ones at runtime [89]. Spare cache-tocache wires can also be used as an emergency measure [67] to transfer the architectural state and cached data
of a disconnected node to a nearby connected node’s cache.
Routing reconfiguration is another widely used approach for avoiding permanent faults in interconnects.
The main concept is that when a link or a node becomes faulty, a new fault-free topology is calculated and
the routing tables at each router are updated accordingly by a central manager. The manager is responsible for
maintaining the network’s state and informing the nodes when a change has to be applied. Reconfiguration
information can be passed to the network as a distinctive message to each node, or there could also be a
predefined control network [213]. The information kept varies depending on the technique. For example, it
could depend on the routing algorithm [131], or on whether the links are considered as individual unidirectional
links [161] or as a pair forming bidirectional links.
On the other hand, routing reconfiguration could be implemented in a distributed manner. A router’s reconfiguration is performed in collaboration with its neighbors to update their routing tables, on an adjacent link
failure [68]. A simple, distributed and global reconfiguration could be achieved by broadcasting a reconfiguration flag upon a fault detection which can setup a new topology with the root being the node that initiated
the reconfiguration [16]. This could also be extended by applying a selection phase at the start of the reconfiguration process, where the node providing the highest network connectivity can be used as the root of the new
topology [160].
The concept of reconfiguration flags is also used in Immunet [172], which leverages the fact that in any
connected graph, there is at least one spanning tree. Combining this information with the fact that all healthy
links are bidirectional, a safe ring traversing all connected nodes can always be found, at least once.
When a permanent fault is detected in an interconnect, network draining is usually supposed to happen, but
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it might not always be possible. To this end, a secondary, verified and fault-free, network could be used to
transfer trapped packets to their appointed destinations [12]. Coverage could be broadened to the recovery of
even dropped packets, by retaining a copy of the inputs until it safely reaches the next node [159].
Moreover, interconnects are, at their core, a small-scale network and thus routing could be done dynamically,
called “adaptive routing.” For example, nodes could keep health information about their neighbors in a 2-hop
range and can make local-view decisions that will bypass any faulty components achieving minimal and faultfree paths [73]. However, in cases where 3D NoCs are employed, packets can move in an additional direction.
A heuristic could be to always try moving on one axis when possible and then on the plane created from the
other two [175]. A more sophisticated solution could be to extend the interconnect with wireless links that
would turn it into a small-world network. This would lead to reducing the hops of possible paths and routing
could be calculated after an exhaustive search through every possible path [86].
Continuing our exploration of the criticality of permanent failures at the “uncore” granularity, we shift our
attention to the memory sub-system. The criticality of the memory system is accentuated in systems with
heavy reliance on vast amounts of physical memory. For example, most of the functionality of large-scale
datacenters is based on memory transactions, thus making memory the most critical component. Consequently,
several techniques have been proposed for the recovery of permanent failures in the memory of such largescale systems. The first task, when an error appears in memory, is to initiate a “recovery action” depending
on whether the error is correctable, or uncorrectable. The choice of “recovery action” depends on the recent
repair history that can be found in an error log file [4]. For instance, if the error is correctable and appears few
times in the same location, then the ECC [93, 102] codes are responsible for the repair action.
In the case of an uncorrectable error, offline or online maintenance actions are required to recover from
that error. During offline maintenance, the faulty component, or the whole server (depending on the system
maintenance model) needs to be replaced with a cold spare. In the case that the correctable errors exceed a
predefined threshold, the management processor sends an alert to the server’s administrator, and the administrator can view a log file of correctable and uncorrectable error events through a Management log file [5]. This
log file can be used for better handling of correctable and uncorrectable memory errors.
While offline maintenance requires the physical replacement of the faulty component, the online techniques
attempt to solve the problem without interrupting the execution. An example of an online maintenance technique is page retirement [217], where a faulty physical page is removed from the available memory space and
its content is reallocated to another physical page. To compensate for the lost entries, active spares [35, 113]
can be employed to remap the faulty component, or even the whole device. Sparing is a design feature found
in certain datacenters. DIMM-sparing provides protection against persistent DRAM failures. An excessive
number of correctable errors can also be considered as a permanent fault and, although they do not affect correctness, they degrade performance, because of the recovery overheads. In such cases, a copy of the contents
of an unhealthy rank to an available spare portion can be made to resolve the problem [9, 7].
A more advanced feature in today’s systems is known as Intel Cache Safe technology [4] and is used for
multi-bit error protection. The system first determines if the failed cache bit has a permanent or transient error,
and in case of a permanent fault, the defective cache line is disabled and the data moved to a spare location.
Also, some systems can provide main memory mirroring [9, 7], which maintains two copies of all data. If
an uncorrectable ECC memory error occurs, the system automatically retrieves the fault-free data from the
mirrored (redundant) copy and the system continues to operate normally without any user intervention.
Mitigation of permanent faults can also be achieved at the software level. For example, if a functional unit
is faulty, a calculation can be performed by emulating it in a different unit [112], or by using the functional
unit(s) with narrower inputs. Moreover, static and dynamic compilation, as well as binary translation, could
be used for modifying executed code [146]; for example, to avoid assigning values to faulty registers. Another
approach, applied at the software level, is the use of MCA [4]. The MCA recovery function generates a
machine exception when it detects an error, and the OS is responsible for choosing whether to shut down
the thread, application, or the virtual machine to prevent a crash. For arrays, it has been proposed to avoid
the faulty entries by not assigning values to faulty registers, or change code to avoid specific entries in the
instruction cache by using branches [146].
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Error recovery can also be performed at a very coarse granularity, e.g., at the infrastructure level. Again,
this is typically applicable to very large-scale systems, such as datacenters. The infrastructure of such systems
requires high availability and reliability for the offered services. This can be achieved by redundancy and
replication. Many services necessitate machine replication, because of huge working sets and the need for short
latency and high throughput. The same data is stored on multiple storage devices and when a machine fails,
the job running on it can be migrated to another machine, together with the replicated data [26]. Replication
can mask faults from the end-user, if the faults can be pro-actively prevented, or reactively recovered from,
by a well-designed fault-tolerant infrastructure. Unmasked faults result in Quality-of-Service degradation,
or Quality-of-Content degradation. Data partitioning [26, 41] can also be used to facilitate both reliability
and availability, and at the same time to improve throughput. Partitioned data across servers increases the
aggregated capacity, reduces response latency and it also implies less lost data in case of a server failure.
2.3

Time-Dependent Variations

While in the previous section we discussed faults resulting mainly from static variations, in this section we
will focus on the fault causes due to time-dependent variation. A system’s lifetime is highly dependent on the
implications of time-dependent variations. The most dominant time-dependent artifacts that become more pronounced with transistor miniaturization are: (a) TDDB [127, 120] ( Time-dependent gate-oxide breakdown),
where the gate oxide breaks down from long exposure to relatively low electric fields; (b) NBTI [188, 103]
(Negative Bias Temperature Instability), which shifts the threshold voltage and reduces drain current as a result of pMOS transistor stress; and (c) HCI [14, 48] (Hot Carrier Injection), where the transistor switching
characteristics change because of large drain-to-source voltage, or gate-to-source voltage applied. Such phenomena are further accelerated when transistors are exposed to high temperatures or high switching activity.
This section describes monitors for detecting circuit aging and knobs for delaying, hiding, or recovering from
wear-out.
2.3.1

Monitors

The implications from time-dependent variations have the property to appear gradually through a change in
the transistor characteristics. Such characteristics enable circuit wear-out detection before wear-out actually
reaches the point that it will affect the system’s operation.
Circuit aging can be characterized with models attempting to identify the different wear-out causes based
on low-level monitor readings. Monitoring voltage and temperature, which are highly dependent on the dynamic behavior of the underlying hardware, can help estimate the MTTF of the observed component [211, 81].
Additionally, monitoring resource utilization can be used for a circuit’s decay estimation. For example, interconnect aging can be predicted based on the activity and utilization that the routers and links have experienced
[31, 121].
A straight-forward approach to identify circuit aging is to test the actual hardware under aggressive operating
conditions, such as lower supply voltage or higher frequency, which will potentially expose the circuit’s wearout [149, 81, 206, 216]. The identification is achieved by running test programs on cores [206, 149] under
testing conditions, by taking the system offline, or by taking offline only a portion of the system while the rest
of it continues to operate normally. This method is also proposed for ranking cores based on their ability to
operate under different conditions.
Instead of applying tests on the underlying hardware, a similar and more accurate solution is to estimate
aging based on signal propagation. The effect of NBTI can be measured by comparing the drain current of
the stressed circuit signal and an unstressed one [173], but also by measuring the signal propagation latency
(available slack time) [33] in combination with past measurements. Any changes between recent and past
measurements will be an indication, and probably a result, of circuit aging. An alternative way for characterizing the presence of NBTI phenomena is the sub-threshold leakage current. A reduction of the leakage current
indicates a shift in the threshold voltage, which is a consequence of the NBTI effect [116, 84, 202].
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Test structures are another option for low-level circuit aging monitoring. Test structures are in-situ monitors
that can be placed in the integrated circuit and, based on the operating conditions of the circuit, can detect any
decay that may be caused by different aging phenomena. To achieve this, two identical circuits are required,
one that is stressed and another that is not. Based on the wear-out mechanism that the designer wishes to
monitor, different approaches are adopted. In the case of NBTI and HCI, detection can be achieved with the
help of ring oscillators and the use of comparator to characterize the effects of NBTI and HCI by comparing
the beat frequency of the two circuits, while in the case of TDDB, gate leakage must be compared to detect
aging signs [118, 117].
2.3.2

Knobs

Although today’s microprocessors are tackling time-dependent variations by extending safety frequency guardbands, this might not be feasible in the future, due to rapid circuit aging in short amount of time, which demands
even larger guard-bands. To mitigate time-dependent emerging faults, researchers have proposed techniques
that either attempt to slow down the aging, hide it, or recover from it when it is feasible. Usually, knobs
targeting time-dependent faults are acting pro-actively in an effort to reduce, or balance, the circuit stress as
much as possible.
The NBTI aging effect afflicting pMOS transistors will be more evident in the next-generation processors
due to smaller feature sizes and power constrains. Much effort has been put on solving the problem of NBTI.
It has been observed that a transistor can partially recover from NBTI if the stress on the transistor (when
it operates with negative gate-to-source voltage) is alleviated. Infused by this NBTI recovery feature, many
techniques have been proposed to exploit it.
A recent study shows that the effect of charged gate oxide defects on the characteristics of pMOS transistors
is reduced both for time-zero and for time-dependent variability when a forward body bias is applied. This
improvement is due to a reduction in threshold voltage variability (at time zero) and a reduction in singledefect-induced ∆Vth [83]. Power-gating has been found to accelerate the pMOS transistors’ recovery from
NBTI. Power-gating can be used at a coarse granularity to power off a whole core or multiple cores [228], and
at a finer granularity to power-gate idle VCs in an on-chip router [52, 199, 254].
Similarly, another approach could be clock-gating. Here, the power supply would still be available, but the
clock signal would get cut off [253]. In combinational logic and functional units, the inputs remain the same
during idle periods, and thus the same pMOS transistors can be affected. NBTI recovery can be achieved by
applying specific patterns in which different inputs will be exercised, so that different pMOS transistors will
be affected. This results in a more balanced activity of the pMOS transistors, leading to lower stress that will
improve the components’ lifetime [13, 84]. An alternative activity-balancing technique for functional units
is micro-architecture scheduling [198], whereby instructions are scheduled for execution in such a way as to
achieve balanced activity and reduce the NBTI effect.
The pMOS transistors in SRAM cells tend to be stressed more, because they hold the same value for longer
periods. Larger 8T and 10T cell designs have been shown to be more resilient to NBTI, due to their ability to
operate at lower supply voltages [128, 46]. A modified SRAM cell, which is able to switch to a recovery mode
using a technique called Recovery Boosting has also been proposed [197].
Furthermore, micro-architectural redundancy can be exploited to pro-actively deactivate and rotate portions
of the cache by migrating contents into spares [195]. Thus, the impact of NBTI is reduced, or the system
can recover from it through reduced stress. Along the same lines, instead of migrating the cache blocks, one
could simply invert their contents in SRAM cells (specifically for invalid data) to balance the stress in pMOS
transistors [13]. More generally, aging can be slowed down by using Backward Body Biasing and adaptive
supply voltage reduction [221], in order to minimize the stress applied to the circuits.
In the case of the on-chip interconnects, architectural reconfiguration could be applied by changing inputoutput mappings on crossbars [20] to vary the values. Smarter arbiters could be used to give priority to less
stressed Virtual Channels [85] and balancing could even be applied by dividing information into chunks of
bits and rotating these bits inside a channel. Further, the concept of adaptive routing could also be used to
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minimize the aging effects on the various routers/nodes [31, 85].
At the software level, time-dependent-variation-aware scheduling is another possible solution that tries to
schedule heavy workloads on cores that have been less affected from aging, as compared to others [221, 81],
or to balance the stress across the processor.

3

Power Management

Power management and thermal balancing are two important challenges that we will face during the HARPA
project. Violating the power and thermal constraints of a component may result in an unstable and unreliable
behavior. It is clear that power and dynamic thermal management techniques can cover a wide range of
applications, both in high-performance and embedded systems. Different monitors are required, based on the
application and the system type, but also different knobs need to be used considering the physical constrains
of the system. In this section, we describe some thermal monitors and knobs and we focus on some techniques
that are well established and widely used to resolve the problem.
3.1

Monitors

The most common thermal monitor at the circuit level is a thermal sensor, which is placed strategically
close to potential hot-spots, and it monitors the temperature at frequent intervals [203, 204]. A safety margin
is always considered, since the thermal sensor cannot be placed directly on top of hot-spot prone logic, such
as the register file.
Thermal monitoring becomes more complicated when it is applied to multicores. Thermal coupling is
the problem when the temperature of a core does not depend only on its own activity, but also on that of
neighboring cores [69]. Work has been proposed to observe both off-line characteristics, but also run-time
activity, to predict thermal coupling effects in MPSoCs [51]. In addition, when processors are heterogeneous,
detecting thermal coupling is even harder.
Recently, a technique has been proposed that considers the effect on performance of a heterogeneous multicore with a CPU and a GPU [164], when throttling is employed to reduce temperature. A dynamic power
management technique has been proposed that considers both the thermal sensors, but also the performance
reduction on each core. The frequency is then scaled to balance thermal coupling and optimize the performance under a given constraint. More advanced algorithms have modeled the thermal behavior problem as a
control theory problem, aiming to design an optimum frequency controller by achieving thermal balancing in
the multicore’s thermal profile [248].
Thermal sensors are expensive though and contribute to the power envelope. An alternative way is to model
power at run time in order to shave this overhead. These models collect various architectural events via
performance counters to model the power consumption and locate hot spots [132, 201].
Such an approach can be even more appealing when it comes to embedded devices. The limited resources in
such devices, like power and area, prevent manufacturers from using conventional thermal sensors, and more
practical techniques are required. For example, memory accesses and footprint [23], or ISA characterization
[38], can be an indication of high activity and, therefore, high temperatures in specific hot-spots. Additionally,
embedded devices need to monitor the temperature and adjust power for reliability, but they also need to
monitor power consumption and energy availability for sustainability purposes [29].
3.2

Knobs

Provided that the monitors manage to detect, or predict, any thermal issues – or other operational threatening
events, like battery drain – certain knobs need to be applied to prevent the disaster. The most commonly
known Dynamic Thermal Management (DTM) technique is Dynamic Voltage and Frequency Scaling (DVFS)
[238, 43]. DVFS is widely used in modern processors – embedded, mobile, and general-purpose – and it can
reduce power density and temperature by reducing the voltage up to the point where the devices will continue
to operate without errors. When voltage is reduced, the frequency also needs to be reduced to avoid timing
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errors in the logic. In a similar manner, the DVFS technique can be applied to memory controllers [66], by
dynamically varying voltage and frequency to trade available memory bandwidth, and, therefore, conserve
energy when memory activity is low. The DVFS margins can be extended if the technique is also combined
with Adaptive Body Biasing (ABB) to allow further reduction in the voltage [143].
Most of the existing DVFS technique propose predefined states, where both power and frequency scale to
avoid undesirable conditions. A control mechanism has been recently proposed to jointly control the voltage
and frequency transient periods, where both actuators are developed independently [17] ensuring global system
stability. The proposed controller can increase the system’s performance during the transition, if frequency is
allowed to scale less than the voltage.
Fetch gating, and frequency-only scaling [43] are two other DTM methods. Both techniques attempt to
reduce the cores’ activity, either by toggling on and off the fetch stage, or reducing the frequency to lower
the power density and, thus, the temperature. A variation of fetch gating is Flicker [166], where the pipeline
is sliced and certain slices are power-gated to reduce power consumption when possible. PowerDial [101] is
another type of fetch gating, but at a higher level, where a system can be manipulated to dynamically trade off
the accuracy of the computation in return of a reduction in the computational resources.
Power gating [169] is a more aggressive technique for reducing temperature by reducing power density.
This technique completely switches off specific components in the core, caches, execution units etc., or an
entire core. Power gating can be applied to processors through ACPI, an interface of power gating that defines
power states and power-performance states for the processor and other hardware devices. For example, the
CPU power state C0 implies that the CPU is fully operating, while the C3 states implies that the CPU is in a
sleep state. Manufacturers can add additional power states if needed – such as a new family of barely alive
power states – and enable fast state transitions between the different states [19]. There are other approaches,
including techniques for conserving energy in services, which consolidate workloads into a subset of servers
and turn others off [45, 47, 167].
Studies have shown that Dynamic Voltage Scaling with No Frequency Scaling (DVNFS) can be employed,
and performance degradation due to errors can be mitigated by techniques that can detect them and recover.
An example is the Razor technology [75] which enables a circuit to work below voltage margins to reduce its
dynamic power consumption (up to 40%). It does so by monitoring the error rate and adapting the voltage. For
recovery in a Razor pipeline, two schemes were proposed: global clock gating (with impact on the operating
frequency) and counterflow pipelining (with higher penalty in terms of wasted cycles). The work in [186]
eliminated the clock delays required by Razor, by using canary logic. For SRAM cells, the concept of canary
bit-cells was proposed to act as feedback architecture for sensing the minimum supply voltage that an SRAM
cell requires to be able to correctly hold a value [232, 233].
A similar approach is to directly reduce the voltage to the safest working margins [218, 133, 25]. The working voltage can either be known a priori, by testing each core, or it can be detected dynamically. The dynamic
approach can be achieved either with special hardware to detect working-voltage margins for each logic component or pipeline stage, or by adjusting the voltage margins in very small voltage steps and monitoring the
correctable error reports raised by the hardware. The solution can detect the safest voltage for different cores
on the chip and adapt the supply voltage to each core, based on its variability. Such techniques are useful for
both variation-aware tuning, or for detecting errors and adjusting the voltage resulting from aging problems.
Thread migration is another method used to reduce the chip temperature. Various allocation algorithms are
used, such as round-robin migration, or hot-to-cold allocation [54, 69, 98, 204]. Assuming a heterogeneous
multicore – or heterogeneous activity within the multicore – the algorithms attempt to migrate the threads
around the chip, in order to produce a more uniform power density profile and, consequently, lower temperature, by migrating threads from active and hot cores to either active or idle colder cores. A technique called
Adapt3D [53] for dynamic thermal-aware job scheduling was proposed for 3D systems. The thermal profile of
other layers in the 3D stack is also considered when applying DVFS and migration to reduce the temperature.
A different approach is applied in on-chip interconnects, as an alternative to voltage and frequency scaling.
In an attempt to reduce power when the network traffic is low, the network bandwidth can be divided to subnetworks [59]. Packets are injected in the same sub-net until it is congested, before moving to the next one.
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This enables the network to power-gate unused sub-nets without affecting performance and, additionally, to
provide a level or reliability through redundancy, by having multiple routers connecting a node to the network.
Thus, in the case of a defective or damaged router, the network would remain connected.
In the embedded world, there are physical constraints that restrict conventional DTM techniques. For example, space and power are an issue, since embedded processors are usually fitted in space-limited locations
and/or they have to be self-sustainable, so conventional cooling techniques, such as heat-sinks and fans, are
not possible [242]. A major benefit of embedded systems is that the workload and applications running on
the processor are (for the most part) known a priori and they are typically fairly constant and predictable.
This gives the opportunity for adapting the DTM techniques to be more efficient. For example, thread migration techniques can be used more efficiently and planned ahead of time, since the workload is known [194],
while the thermal profile can be predicted based on the application characteristics and activity monitoring [38].
Moreover, different DTM techniques can be used based on the location and application type of the embedded
system [162], assuming different ambient temperatures must be tolerated.
Furthermore, aside from DTM techniques, power management techniques can be employed in embedded
systems to control temperature and power consumption. The Linux Control Groups can be used to manage
resources at the software level to address power, thermal, and reliability issues [30], or by switching microcontrollers at the architectural level [39] to achieve similar results.

4

Performance

Although fault tolerance is the major concern when designing for reliability, performance guarantees are
equally important for real-time systems. Fault tolerance strives to keep the functionality of a system unchanged
in the presence of faults, and techniques have been proposed that complement this effort by increasing system
performance in the absence of faults. Such techniques can also be exploited in the presence of faults, in an
attempt to maintain performance as much as possible. We have to note here that faults can also have an impact
on performance without affecting correctness, such in the case of errors in predictors [129].
This section will first focus on techniques that enable performance monitoring and, secondly, it will visit
techniques for controlling and improving performance. These techniques are examined at various levels of the
computing stack and range from hardware to software solutions. Finally, performance modeling techniques
will be discussed to provide the state-of-the-art in prediction of system performance.
4.1

Monitors

The most common performance monitoring tool – leveraged by most techniques – is the performance counters that are provided by the hardware vendors as registers. Performance counters enable applications to
analyze performance and they can be exploited and configured by the user to observe behavior. By tuning
correctly the counters, performance monitoring can be conducted [110, 6, 79] to provide critical information
for reliability and performance, and it can possibly lead to optimizations, or fault-preventing actions.
Although simple register counters provide most of the information, further analysis needs to be provided
when co-scheduled threads interfere with one another. This situation can affect both fairness and performance.
This interference could severely damage the performance of a starving thread and the phenomenon can be
observed in any shared component. For example, in the case of a last-level cache, an unusual miss rate can be
observed, which is attributed to interference between threads on the same cache sets [250, 80].
Main memory is also an important shared resource, where the memory-request serving rate can be monitored
as an indication of interference and possibly performance degradation [214]. In addition, isolated thread
performance can be estimated at run-time by measuring the computation cycles, miss cycles, and wait cycles
[77]. For a thread, if the wait time is significantly longer than the time spent on execution or the time waiting
for data, then this is an indication of an interference from other threads. Another approach is to put the
memory system under stress to measure any possible increase in latency [241]. This technique provides a
characterization for any application and enables the detection of performance degradation at a coarser level.

22

Heterogeneous multi-core systems are increasingly being used, since they can enable higher performance
given a fixed power envelop. This is the reason that modern microprocessors incorporate accelerators along
traditional processors in the same chip, e.g., GPUs. In such systems, memory-intensive applications do not
suffer from performance degradation when executed on a small (e.g., in-order) core. On the contrary, computeintensive applications benefit from executing on a large (e.g., out-of-order) core. So, random resource allocation can damage system performance. To avoid unnecessary performance degradation, some statistics must be
monitored. CPI stacks, memory level parallelism, and instruction-level parallelism are factors that are agnostic
of the heterogeneity of the system. Thus, these factors can be used to monitor system performance degradation
[56], or slowdown of threads [55].
Moving further up in the compute stack, large data-centers are required to monitor the performance of
individual services in order to maintain performance guarantees and QoS. The main concern is a slow server,
due to failure in the link or its hardware, and even worse the server being unresponsive to requests. To maintain
the QoS, such events should be detected instantly and any pending or new requests should be steered to another
server. To achieve this, timeout counters are used, also called “watchdog” timers, which are set empirically
to abort unusual long-running requests [26, 145]. When a machine fails to meet the timing constrains, the
watchdog timer will generate a timeout signal and actions should be taken accordingly. Watchdog timers are
also commonly found in embedded systems, where real-time computing constraints must be retained and must
be able to react to faults in a timely manner.
4.2

Knobs

Process variation forces the chip manufacturers to “frequency-bin” their processors based on their worstcase execution. This results in performance degradation (due to the lower frequency), even though the chip
could probably run at higher frequencies for most of its lifetime. A way to relieve this issue is to set the
processor’s frequency based on the average execution instead of the worst-case execution, thus providing
higher performance with the trade-off of possible timing errors. Aside from frequency tuning, the performance
can also be managed at the thread level either in multicore systems or simultaneous multi-threading cores
[223]. By exploiting the monitoring information of each thread’s performance counters, the scheduler can
strategically decide their mapping to cores to improve performance and eliminate resource sharing interference
problems [250, 214, 241, 56, 55]. Furthermore, a non-uniform distribution of CPU time slices [80], or fetched
instructions [215], can also be used when necessary to improve fairness and overall performance.
In the case of the on-chip interconnect, the abstractness and modularity of the interconnect allows the development of techniques for further increasing performance dependability. As earlier discussed in Section 2.2,
a versatile and flexible aspect of an interconnect is the way packet routing is done. In packet routing, performance dependability could be emphasized even through the most basic characteristics. For example, resources
could be reserved right from the start, at the source node, so that packets would traverse the network uninterrupted [88], following a form of virtual circuit switching. Non-interference could also be achieved by
exclusively scheduling channels based on waves of message domains [236]. Also, packets may be forwarded
over multiple routers in a single cycle when there is no interference [126]. Furthermore, by inspecting the
routing of a group of packets (instead of a single packet), packets could be prioritized based on lifetime in the
network and congestion at their destination nodes [193]. Priority could also be provided during the Switch
Arbitration (SA) stage in interconnect routers. SA requests could be prioritized based on Virtual-Channel
Allocation (VA) requests which are actually possible future SA requests [44].
Network traversal delay may be reduced by relieving the network from unnecessary traffic. This could be
done in a couple of ways. One way is for applications to be clustered based on their network communication intensity [58], to keep applications from having prolonged execution resulting from network congestion.
Moreover, routers could keep track of recent requests that were denied, by observing negative acknowledgments. Later on, these routers could respond to other requests to the same destination and reduce the useless
traffic traversing the network [249]. Finally, in the case of multicast communication, acknowledgment responses to multicast requests could be reduced in a tree-like manner, instead of having multiple independent
unicast responses [140].
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At the level of data centers, as the latter scale up to support more powerful online Web services, they also
need to deliver service-wide responsiveness with acceptable “tail latency” levels. Tail latency refers to the
latency of the slowest requests, and it can be reduced by sending the same request to multiple replicas, so as
to use the one that provides smaller delays. Also, by partitioning the data further (micro-partitioning) among
the machines, the access time [62] can be reduced and the quality of service improved. Another course of
action could be the over-provisioning of resources, where a job could be scheduled on another machine and be
re-executed or continue operation from where it left off in the case of timeouts [63].
4.3

Performance and Fault Models

Fault and performance modeling can be considered as a special category of monitors and knobs, which helps
designers to make quick design exploration, while taking into account trade offs between the implications of
faults on yield, correctness, performance, system configuration, target application workloads, and desired
performance goals.
Modeling of faults can be divided into three main categories. The first category explores the effects of
faults on yield [229, 125, 150] and is trying to estimate any yield loss based on manufacturing process or
field return expectation. The second category investigates the impact of faults on system’s correctness. A
representative example is the Architectural Vulnerability Factor (AVF) analysis where is trying to quantify
the vulnerability of structures in soft errors. Recently, a model has been derived to provide insight and allow
designers to quantitatively understand the factors that affect the AVF of a structure [153]. The third category
explores the impact of faults on performance. In this case, faults are affecting system’s performance, when
a faulty structure is disabled, or its capacity is reduced, to maintain correctness. An attempt to calculate the
miss ratio that a cache will experience in the presence of faults using fault maps [168] has been made and a
model that is able to calculate expected miss ratio in the presence of faults while not requiring any fault maps
was also proposed [184]. A first-order analytical model [95] has been proposed, which is able to derive the
vulnerability of arrays (architectural and non-architectural) – in terms of performance – given a workload and
a probability of failure as well as to derive expected performance degradation, and distributions. For critical
real-time embedded systems, a model has been proposed, which is able to derive worst-case execution time
in the presence of faults [205], with the aid of probabilistic timing analysis. These fault agnostic performance
models can be extended to take in to account performance degradation caused by a fault.
There are performance models though that do not take into account the performance degradation caused by
faults. Such models should be able to consider various design decisions that will possibly affect performance.
Usually, cache parameters and application behavior [138] are important factors that affect performance and
should be explored. For example, a common performance bottleneck in modern processors is the memory
bandwidth when multiple processes compete for this resource. Models have been proposed to explore the
relationship between bandwidth partitioning schemes and performance objectives, to address the problem.
Through this correlation, the model can derive the optimal scheme for different system-level objectives [235].
Since different processes running on the same chip have different requirements, the scheme can be applied to
provide performance guarantees for critical applications while the performance for the rest could be maximized
in a best-effort manner.
In addition, the combination of memory bandwidth partitioning and scheduling memory accesses with hardware prefetching can improve system performance further, but the effects and interactions should be carefully
considered. A proposed model [139] includes a composite prefetching metric that can help determine under
which conditions prefetching can improve system performance, along with a bandwidth partitioning model
that considers prefetching effects.
Thread performance isolation is also important. To model multi-threaded workloads and analyze their performance, the cycles spent on each event can be recorded into cycle stacks with a simulation-based methodology [97]. Also, based on the stack methodology, a technique has been proposed that is able to quantify
the impact of various scaling bottlenecks for multi-threaded workloads running on multi-cores [76]. The
technique is applicable both to multi-processors and various forms of multi-threaded architectures. Finally, a
model has been proposed to estimate the performance degradation for multi-programmed workloads [226]. By
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using workload profiling from single-core runs, the model can characterize performance degradation problems
resulting from co-scheduling multi-programmed workloads sharing resources.
The heterogeneous multi-core trend forced the Amdal’s law to be adapted accordingly to estimate the
speedup of parallel programs running on such architectures [100]. It has been shown that executing a parallel program on an asymmetric processor yields lower performance benefits as predicted by Amdahl’s law
[78]. Performance models have been produced to explore the heterogeneous multi-core design space by estimating the heterogeneous multi-core performance [227]. Starting from single-core runs, the model enables
the designer to quantify heterogeneous architecture performance for a large number (hundreds) of possible
job mixes. A model has also been proposed to analyze the input data sensitivity of specialized heterogeneous
processors, in terms of performance and energy [40], thus providing better understanding on how different
data sets affect the system.

5

Real Commercial Products

This section will provide a summary of key monitors and knobs found in real products and in large-scale
warehouse computing setups. The monitors and knobs mentioned here have already been mentioned in the
previous sections. In this section, we break down the various techniques based on their fault tolerance, power,
and performance management features.
Processor manufacturing companies have exclusive products for the server market segment, which provide
a lot of fault tolerance features, known as RAS (Reliability Availability Serviceability). Intel has the Xeon and
Itanium series, AMD offers the Opteron series, IBM has the Power Series, and Sun Microsystems offers the
SPARC processors [3]. All of these server-processor series have similar RAS features. All models support
ECC for DRAMs, for at least one of the cache levels in the memory hierarchy [3], and some models also for
registers [109]. In the server DRAM market, we also have products that support multiple errors on two DRAM
devices, memory scrubbing, memory DIMM sparing, migration, and memory mirroring [109].
In addition, modern processors are able to identify and disable degrading components – such as cache lines
[4] – tag data on corrupted memory locations, use data poisoning, and report hardware errors to the OS (MCA)
[109]. This way, the hardware gives the OS the opportunity to react to uncorrectable errors, which normally
would lead to a system crash. Furthermore, server systems can even deallocate a whole degrading processor
[3], if necessary. In the case of soft-errors, instruction retry and packet retry upon an interconnect error are
very common features used for recovery [3].
Next, we will discuss the power management features on modern processors. All modern products are
compatible with the ACPI standard, which defines an OS-to-device configuration and power management
interface [222]. For example, the power gating and DVFS [105, 18] techniques found in modern devices are
defined through this standard. Modern products also offer CPU temperature aware power management [107],
as well as memory activity throttling in case of high temperatures [109].
Modern processors not only allow power tuning but they also offer monitoring capabilities both for voltage and power. Fine-grain monitoring of voltage in modern processors can be achieved by on-die voltage
sensing pins. For example, the methodology of voltage monitoring for both the Intel Core 2 Duo [176] and
AMD Bulldozer [124] is publicly available. Also, fine-grain voltage noise can be measured by on-die voltage
droop hardware sensors [108]. The Intel Sandy Bridge architecture provides voltage, temperature, and power
consumption readings through a package control unit [155], while development boards based on ARM chips
provide voltage, current, and power readings from software-accessed meters and external sensing pins [21].
Regarding performance monitoring and throttling features, most modern processors offer performance counters that give access to events like cache misses, instructions committed, branch miss-predictions, etc. [104].
On-demand over-clocking or turbo mode[106] is a technology that allows a processor to dynamically increase
performance by exploiting thermal and power headroom. For example, the AMD Turbo Core technology
switches off some cores and increases the frequency of the remaining cores.
Finally, at the datacenter scale, there are techniques for providing and maintaining performance and availability of web services [27]. Server health checking and data replication are used by datacenter operators both
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for performance and availability reasons. Sharding or partitioning is another way to increase performance by
splitting a problem into many parts and using parallel execution to speed up the response times, e.g., Web
Search [28]. Some of these sub-parts can be executed redundantly for tail latency tolerance. In HPC systems and datacenters, the Map-Reduce programming model [63] is used in order executing jobs across a large
number of machines. Map-Reduce provides fault-tolerant execution and efficient use of resources.
It is also known that Google’s datacenters have performance profiling infrastructure, called Google Wide
Profiling (GWP) [179]. GWP continuously records application performance statistics, like data from hardware
counters or memory used by applications. Datacenter owners are also concerned about the cost of operating
a datacenter and their objective is to use it as efficiently as possible. Many datacenters use virtualization as a
way to increase utilization and energy efficiency [90].
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Part III

HARPA Monitors and Knobs
1

The HARPA Project

The focus and motivation of the HARPA project is to “bring together teams from embedded computing
and high-performance computing to jointly address challenges that are common in these two areas and are
magnified by the ubiquity of many-cores and heterogeneity across the whole computing spectrum.”
The HARPA project’s ultimate goal is to enable next-generation embedded and high-performance heterogeneous many-core processors to provide dependable performance, by cost effectively confronting variations.
More specifically, dependable performance refers to providing correct functionality and timing guarantees
throughout the nominal lifetime of a system under thermal, power and energy constrains, and this can be
achieved pro-actively (in the absence of hard failures), or re-actively (in the presence of hard faults). The final
HARPA product will rely on a cross-layer approach using the pertinent actors from the whole compute stack
(i.e, from the circuit level to the software level). The project also aims to shave the conservative timing margins
using micro-architectural and middleware techniques.
The heart of the project is the HARPA Engine. The HARPA engine consists of a feedback loop, in which
different metrics – such as performance, timing, power, temperature, manifestations of time-dependent variations, etc. – are continuously monitored. Based on the various observations, the HARPA engine actuates the
appropriate knobs to bias the execution flow as desired, according to the state of the system and the performance requirements of the application running at the time. The HARPA engine itself is comprised of two key,
intertwined components: the Operating System (HARPA-OS) and the Run-Time system (HARPA-RT).
The run-time layer (HARPA-RT) resides at a low level of the compute stack and can directly contact the
various monitors and knobs. It is an application-independent layer that has direct and responsive control on
hardware resources. Its low-level nature allows the run-time engine to respond at a millisecond time granularity
and this enables extremely fast system behavior adaptation, which is mandatory in order to provide guarantees
for the hard real-time specifications of an application. Essentially, the HARPA-RT layer is a “firmware” used
by the HARPA-OS for accessing the system’s monitors and knobs. The OS is expected to maintain a piece
of software (e.g., a library) linked with each active application, which provides a set of common services to
support its run-time optimization. Note that this OS software is - by construction - semantically closer to the
running applications, which allows it to obtain salient semantic information about the run-time applications
(such as the phases of the application and its behavior). Being situated at a higher level in the compute stack,
the HARPA-OS reacts/adapts to system changes at the second granularity.
The HARPA engine is built atop a heterogeneous multicore architecture, which fits within the context of the
emerging multicore computational paradigm, where cores have different performance and power characteristics (low-power, slow cores, and high-performance, fast cores, as well as application-specific accelerators).

2

Monitors and Knobs Applicable to the HARPA Project

In the previous chapters, a multitude of monitors and knobs have been proposed, in an attempt to tackle
transient and permanent errors resulting from both time-zero and time dependent variations. The HARPA
engine aims to provide performance dependability by initially using proactive techniques in the absence of
faults, and later on using reactive techniques when faults appear.
Proactive monitors usually monitor time-dependent variations, which indicate potential future permanent
faults resulting from circuit wear-out. In the literature, test structures [118, 117] have been proposed for
identifying wear-out effects, such as NBTI, TDDB, and HCI, which are attractive due to their small hardware
and power overhead. They can be applicable to both embedded and HPC systems.
Test structures can expose a circuit’s decay, based on the operating conditions experienced. This technique,
though, does not provide sufficient coverage, since these testing structures do not involve the actual circuit.
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Additionally, this technique fails to identify early lifetime failures.
Thus, the HARPA engine also needs the ability to test the underlying hardware. Test patterns should be
executed on cores under aggressive operating conditions [149, 81, 206, 216] (i.e., higher frequency and/or
lower voltage). This technique, which is applied in HPC systems, is very beneficial to multicore systems. In
such systems, the test patterns can be applied to idle cores without affecting the system’s performance. Since
the HARPA project uses multicore systems, such a solution is attractive. Moreover, a somewhat more indirect
solution could be to monitor the utilization of the various resources, e.g., the individual cores, or even the
interconnect’s routers, to estimate their wear-out [31, 121].
Time-dependent variations can either be delayed or addressed when they appear, by using circuit recovery
techniques. At the circuit level, forward body biasing [83, 143] (which can positively affect the DVFS process)
and the various design options for SRAM cells [128, 46] (8T and 10T), make the circuit less vulnerable to
NBTI effects. Such design decisions are applicable to both worlds, embedded and HPC. Additionally, idle
components, both in logic and in the interconnect, can be power gated [228, 52, 199, 254, 169], a technique
proposed both for embedded and HPC. This should provide the opportunity to the system to recover from
NBTI implications.
The appearance of reliability/aging artifacts can also be delayed by balancing the utilization of the hardware
in a certain circuit. Special patterns, or inverted data, can be applied to idle functional units and/or invalid
array blocks to reduce the stress from NBTI effects [13, 84]. Furthermore, if redundant hardware is available,
it can be used to uniformly stress the system and to recover from NBTI by rotating the computation among
the identical components [195]. These techniques are usually applied in the HPC world, due to the higher
redundancy available, but they can also be applied to embedded systems, whenever possible. Finally, the
notion of balancing the workload throughout the hardware could also be applied at higher levels of the compute
stack. At the software level, wear-out aware scheduling techniques can be employed to balance the workload
among the cores [216, 221, 81].
Power and thermal management of the system can directly slow down circuit aging, in addition to all the
other benefits provided. Based on power and thermal sensors [203, 204, 29], DVFS techniques [238, 43, 17, 66]
are frequently used in both HPC and embedded systems, and they aim to reduce thermal and power stress on
cores based on their process variability. Cycle stealing [220] is another attractive technique, applied in HPC
systems, allowing circuits to operate at a higher frequency than the one determined by the worst-case path.
Similarly, in the higher levels of the compute stack, another option is thermal-aware scheduling [54, 69, 98,
204, 53], where threads are scheduled or migrated from hot cores to cold ones, or core-intensive threads are
scheduled on cold cores, a technique inspired from heterogeneous and multicore systems. The ACPI interface
[19, 45, 47, 167] may be also suitable for the HARPA engine, to help determine different power states of the
system, based on application requirements.
Fault detection may be applied at different granularities and be orchestrated together with power management for optimizing DVFS. Functional units can be monitored using residue codes [157, 208], arrays can be
monitored and protected using ECC codes [93, 102, 137, 177, 141], and interconnects may rely on invariance
violation monitoring [171, 247]. In addition, to perform control and data flow fault detection, dynamic and
static comparisons of flow graphs can be used [145, 178]. The increased overhead of this technique, however,
renders it inapplicable to low-end systems. At higher levels of the compute stack, monitoring for anomalous
behavior [134, 96, 234] is also an option for complementing lower-level monitoring. Next, upon a fault detection, with the help of architectural replay and check-pointing [158, 207, 50, 165, 92, 57, 246, 70], the system
(embedded or HPC) can recover from the erroneous state. Faults can also be tolerated by using scrubbing
[200, 142] in arrays to correct possible faults and better avoid uncorrectable errors.
Another technique, applied periodically, is BIST checking [131, 230, 114, 68], which can be used in order
to identify any permanent faults. If faults are detected repeatedly at the same location in hardware, then this
may be an indication of a permanent fault. When a permanent fault is detected, the most obvious action would
be to disable the faulty component and replace it with a spare [4, 35]. In the absence or shortage of spares the
HARPA engine must be able to minimize the impact of the fault, in terms of yield and performance, without
compromising the system’s correctness. A very attractive approach is to try to avoid the faulty component
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within the core. Furthermore, if the cores are multi threaded, threads could be migrated to another core when
the core they are assigned to becomes unable to execute them [170, 112]. Adaptive routing [73, 175, 86] or
routing reconfiguration [213, 131, 161, 68, 16, 160, 172] is also an interesting solution for avoiding faulty
hardware in the interconnect. Another solution is to disable the component that contains the fault at the finest
granularity possible (e.g., disable only a block from a cache, retire a DRAM page, make a functional unit
narrower, etc.) All of the above techniques come from the HPC domain, where multi-cores are widely used
under more relaxed, as compared to embedded, constrains, and where some form of redundancy typically
exists. However, the underlying concepts of these techniques can also be applied to embedded systems, albeit
within a different context and using different assumptions.
Based on application requirements and criticality, HARPA cores can also be used in a Triple Modular
Redundancy (TMR) fashion [231, 243, 42, 74, 114, 130, 15] in order to provide the desired performance.
When no other way is available for circumventing a faulty component, emulation of instructions may be
applied to remove the need of using a certain functionality [146, 112].
To provide performance dependability, all of the above solutions (proactive and reactive) must be evaluated
and their efficiency must be estimated. A way of estimating the effectiveness of a solution is by using performance counters [110, 6, 79] to collect information at run-time. Similarly, watchdog counters [26, 145] are also
a solution that provides timing guarantees. Moreover, to provide performance isolation, the scheduler must
be able to monitor the behavior of each thread [214], and this can be achieved by statically or dynamically
profiling threads and collecting statistics like memory-level parallelism and CPI.
Thread scheduling can also be used as a mechanism to provide performance guarantees. Scheduling, for
example, can be used either for load balancing between the cores, or to prevent performance degradation in the
cases where resource-hungry threads compete for the same resources [30]. Concerning the NoC, network-state
observations and other pertinent information can be used to either prioritize traffic [193], or re-distribute traffic
in a more optimized fashion [126].
Aside from the above proposed monitors and knobs, the HARPA project must also rely on models that will
assist architects in design time decisions, and will be attached on the HARPA OS for run-time estimations.
One of the most relevant models to the HARPA project is the PVF model [95] which is able to model the
implications of permanent faults in terms of performance. This model must be extended in order to not only
cover time zero permanent faults but also time dependent in order to analyze the performance variability that
a processor will experience during its lifetime. Cache vulnerability to permanent faults in terms of expected
miss rate [184] is a suitable metric in the scope of the HARPA project. Performance models that have been
proposed in Section 4.3 can also be used given they are extended by taking into account the possible presence
of faults.
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Part IV

Appendix
This appendix presents – with the help of a table – a concise summary of all the investigated monitors and
knobs. The table also highlights the different categories and features of the various monitors and knobs.
Market Segment: D (Datacenter), H (HPC), E (Embedded)
Applicability: T (Transient), P (Permanent), Pe (Performance),Po (Power), TD (Time Dependent), TZ (Time Zero)
Layer: Fi (Firmware), Mi (Micro-architecture), OS (Operating System), Ma (Manufacture), In (Infastructure), Ci (Circuit), App (Application)
Technique
Monitor/ Layer
Real
Proactive/
Market
Applicability
Knob
Product
Reactive
Segment
Parity & ECC/EDC [93, 102, 137, 177]
M/K
Mi
Yes
R
D/H/E
T/P
Check On Writes[156]
M
Mi
No
R
D/
T/P
CPPC [141]
M/K
Mi
No
R
D/
T/P
Two dimensional parity [122]
M/K
Mi
No
R
D/
T/P
Redundant encoding [187]
K
Mi
No
R
D/H/E
T
Chipkill[65, 1, 10]
M/K
Mi
Yes
R
D/H/E
T
VECC[245]
M/K
Mi
No
R
D/H/E
T/P
LOT-ECC[224]
M/K
Mi
No
R
D/H/E
T/P
Map-Reduce[64, 63]
K
App
Yes
R
D/H
T/P/TD
Argus [145]
M
Mi
No
R
D/H/E
T
ECC encoding [91, 187]
M/K
Mi
No
R
D/H/E
T/P
Scrubbing [200, 142]
M
Mi
Yes
P
D/H/E
T/P
Poison bit [237]
M
Mi
Yes
R
D/H/E
T/P
NMR(DMR/TMR) [231, 243, 42, 74, 114, 130, 15]
M/K
Mi
Yes
R
D/H/E
T/P
SMT [182, 191]
M
OS/App
Yes
R
D/H/E
T
Idempotent tasks [147, 61, 123]
M
OS/App
No
R
D/H/E
T
DIVA [147]
M
Ci
No
R
D/H
T
Residue codes [157, 208]
M
Mi
No
R
D/H/E
T/P
SWIFT [178]
M
OS/App
No
R
D/H
T/P
ReStore [234]
M
Mi/OS
No
R
D/H
T
Functional unit checker [244]
M
Mi
No
R
D/H/E
T/P
Checkpoint/ Rollback [158, 207, 50, 165, 92, 57, 246, 70]
K
OS/App
Yes
R
D/H
T
RESO [163]
M
Mi
No
R
D/H
P
SRAS [35]
M/K
Mi
No
R
D/H
P
MCA [11, 2, 109]
M
OS
Yes
R
D/H/E
T/P
MCA recovery [4]
K
OS
Yes
R
D/H/E
T/P
Log files [4, 5]
M
OS
Yes
P
D/H/E
T/P/Pe/Po/TD
Page retirement [217]
K
Mi/OS
Yes
R
D/H
P
Memory spares [35, 9, 7]
K
Ma/Mi/In Yes
R
D/H/E
P
Proactively use of spares [195]
K
Mi
No
P
D/H
TD
Intel Cache Safe technology [4]
K
OS/In
Yes
R
D/H
P
Memory mirroring [9, 7]
K
Mi/In
Yes
R
D/H
P
Replication [26]
K
Ma/Mi/In Yes
R
D/H
P/Pe
Data partitioning [26]
K
OS
Yes
R
D/H
P/Pe
SWAT [134, 96]
M
App
No
R
D/H
P
Fault screening [174]
M
App
No
R
D/H
T/P
Core Cannibalization [181]
K
Mi
No
R
D/H
P
Microarchitectural redundancy [196]
K
Mi
No
R
D/H
P
Core Salvaging [170, 112]
K
Fi/Ci
No
R
D/H
P
Detouring [146]
K
OS
No
R
D/H
P
Memory DVFS [66]
K
Mi/Ci
No
R
D/H/E
Po
Power states [19, 45, 47, 167, 222]
K
OS
Yes
R
D/H
Pe/Po
Performance counters [110, 6, 79]
M
Mi
Yes
R
D/H/E
Pe
Watchdog timers [26, 145]
M
Mi
Yes
R
D/H/E
Pe
Tail tolerance [62]
K
App
Yes
R
D
Pe
Map-Reduce [63]
M/K
App
Yes
R
D/H
P/Pe
RAMP [211]
M
Ci/OS
No
P
D/H/E
TD
Test Circuit under aggressive conditions [149, 81, 206, 216]
M
Ci/OS
No
P
D/H
TD
Measure Signal Propagation [173, 33]
M
Ci
No
P
D/H
TD
IDDQ measurement [116, 84, 68]
M
Ci
No
P
D/H/E
TD
Test structures [118, 117]
M
Ci
No
P
D/H/E
TD
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Market Segment: D (Datacenter), H (HPC), E (Embedded)
Applicability: T (Transient), P (Permanent), Pe (Performance),Po (Power), TD (Time Dependent), TZ (Time Zero)
Layer: Fi (Firmware), Mi (Micro-architecture), OS (Operating System), Ma (Manufacture), In (Infastructure), Ci (Circuit), App (Application)
Technique
Monitor/ Layer
Real
Proactive/
Market
Applicability
Knob
Product
Reactive
Segment
Canary circuits [232, 233, 186]
M
Ci
No
P
D/H/E
Po/TD
Forward Body Biasing [83, 143]
K
Ma/Ci
No
P
D/H/E
Pe/Po/TD/TZ
Power-gating [228, 52, 199, 254, 169]
K
Ci
Yes
P
D/H/E
Po/TD
Apply Specific Patterns on Circuit [13, 84, 197]
K
Mi
No
P
D/H
TD
8T and 10T SRAM cell designs [128, 46]
K
Ma/Ci
No
P
D/H/E
Po/TD/TZ
Ageing Aware scheduling [221, 81]
K
OS
No
P
D/H
TD
RazorII [60]
M/K
Ci
No
R
D/H/E
T/Po/TD/TZ
ReCycle [219]
K
Ci
No
R
D/H/E
Pe/Po/TD/TZ
EVAL [185]
K
OS
No
R
D/H
Pe/Po/TD/TZ
ReVIVaL [136]
K
Mi
No
R
D/H
Pe/TD/TZ
Yield Analysis [229, 125, 150]
M
Ma
No
P
D/H/C
P
Memory Bandwidth Partitioning Model [235]
M/K
Ma/Mi
No
P
D/H
Pe
Hardware Prefetching and Bandwidth Partitioning Model [139]
M/K
Ma/Mi
No
P
D/H
Pe
Context Switch Misses Model [138]
M/K
Ma/Mi
No
P
D/H
Pe
Simulation-Based Parallel Performance Analysis [97]
M/K
Ma/Mi
No
P
D/H
Pe
SpeedUp Stacks [76]
M/K
Ma/Mi
No
P
D/H
Pe
Multi-Program Performance Model [226, 78]
M/K
Ma/OS
No
P
D/H
Pe
Single-ISA heterogeneous architectures Model [227]
M/K
Ma/Mi
No
P
D/H
Pe
Data Input Sensitivity of Specialized Processors Model [40]
M/K
Ma/Mi
No
P
E
Pe
AVF analytical model [153]
M/K
Ma/Mi/Ci No
P
D/H
P/Pe
PVF Model [95]
M/K
Ma/Mi/Ci No
P
D/H
P/Pe
Cache Miss Ratio Model [184]
M/K
Ma/Mi/Ci No
P
D/H
P/Pe
Fault-Aware Probabilistic Timing Analysis [205]
M/K
Ma/Mi/Ci No
P
E
P/Pe
Thermal Sensors [203, 204]
M
Ci
Yes
P/R
D/H
Pe/Po/TD
Thermal Management Techniques [69, 43, 162]
M/K
Ci
No
P
D/H/E
Pe/Po/TD
Thermal Coupling Techniques Prediction [51]
M
Ci
No
P
D/H/E
Po/TD
Power,Thermal and Performance management on Heterogeneous multi- M/K
Ci/Mi
No
P
D/H/E
Pe/Po/TD
cores [164]
Frequency Controller [248]
M/K
Ci
No
P
D/H
Pe/Po/TD
Memory Accesses and Footprint for power management [23]
M
OS
No
P
E
Po/TD
ISA characterization [38]
M/K
OS
No
P
E
Po/TD
Power Consumption and Energy Availability [29]
M
Ci
No
P
E
Po
DVFS [238, 43, 17]
K
Ci
Yes
P
D/H/E
Pe/Po/TD
Flicker [166]
K
Ci
No
P
D/H/E
Pe/Po/TD
PowerDial [101]
K
OS
No
P
D/H
Pe/Po/TD
Consolidate workloads on a subset of servers [45, 47, 167]
K
In
No
P
D/H
Po/TD
DVS [218, 133, 25]
K
Ci
Yes
P
D/H/E
Po/TD
Thermal Aware Thread Migration [54, 69, 98, 204, 53]
K
Mi/OS
No
P
D/H
Po/TD
Energy and thermal management in heterogeneous embedded multipro- K
Mi/OS
No
P
E
Pe/Po/TD
cessor SoCs [194]
Effective Run-time Resource Management [30, 39]
K
Mi/OS
No
P
E
Pe/Po/TD
Invariance Checking [171, 247]
M
Mi
N
R
D/H/E
T/P
Built-in Self-Test [131, 230, 114, 68]
M
Mi
N
R
D/H
P
ECC Syndromes [87, 192, 161]
M
App
N
R
D/H
P
Architectural Reconfiguration [115, 165]
K
Mi
N
R
D/H
P
Routing Reconfiguration [213, 131, 161, 68, 16, 160, 172]
K
Mi
N
R
D/H/E
P
Adaptive Routing [73, 175, 86]
K
Mi
N
R
D/H
P/Pe/TD
Resource Utilization [31, 121]
M
Mi
N
P
D/H/E
Pe/TD
Secondary Control Network [12, 159]
M/K
Mi
N
R
D/H
T/P
Packet Prioritization [88, 193, 44]
K
App
Y
P
D/H/E
Pe
Application clustering [58, 140]
K
App
N
P
D/H
Pe
Catnap [59]
M/K
Mi
N
P
D/H
P/Po
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